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Executive Summary
Companies across the financial
services industry are harnessing the
transformational power of Intelligent
Automation by embracing Robotic
Process Automation (RPA) and Artificial
Intelligence (AI). These disruptive
technologies are radically redefining
companies’ operations and reinventing
the way they interact with customers.
Ongoing advances in RPA and AI are
creating new opportunities for companies
to capture operating cost reductions of
45% - 65% while increasing productivity
gains by up to 75%.1 Benefits on such
a scale have generated rapid take-up
across virtually all sectors: Everest Group
estimates that there are now 2.5 million
attended robots and 0.8 million unattended
robots executing processes every day.2
However, like any other emerging
technology, RPA and AI have particular
security vulnerabilities that can be exploited
by malicious actors. With cyberattacks
on the rise and the cyber criminals scaling
up their operations, it is not surprising
that malicious actors are also equipped
with increasingly sophisticated technologies
seeking to gain access to under-protected
systems. As businesses accelerate their AI
and RPA programs, Accenture has already
seen a rising number of attacks aimed at
capitalizing on gaps in their security.3

The direct impacts of such attacks,
which are especially hard to detect,
can be colossal for banks and insurance
companies, potentially leading to punitive
fines for regulatory non-compliance,
compromising operations and reducing
consumer trust. Not to mention the high
costs of dealing with security incidents,
the delayed adoption of new technologies
and a general loss of confidence among key
senior stakeholders.
To unlock the potential of AI and RPA,
and reduce the related cyber risks, Chief
Security Officers, Heads of AI and their
teams should introduce appropriate security
governance frameworks, and bake a security
risk assessment into each automation
value case definition early in the lifecycle.
Because the nature of vulnerabilities of these
technologies differ markedly from those
of standard software implementations,
they require a very different approach,
which will be discussed in this paper.

IS YOUR INTELLIGENT DIGITAL WORKFORCE SECURE AGAINST CYBERATTACKS?

3

Introduction

ENTERING THE ERA
OF INTELLIGENT
AUTOMATION
4

GOOD BOTS AND BAD ACTORS

Today, large banks, insurance
companies and capital markets
players are striving to differentiate
themselves and gain competitive
advantages through technological
innovations. RPA and AI play a
vital role in allowing the financial
services sector to become more
efficient in the way companies
engage with their customers and
carry out business operations.
As a result of rapid AI and RPA roll-outs
and thanks to the latest developments in
intelligent automation—which now has a
broad spectrum of capabilities—more and
more complex processes that were previously
manual or partially automated, are executed
end-to-end by the digital workforce.

To illustrate this point, Figure 1 provides
an example of underpinning technologies
and how they work together to support
automation of fraud detection processes
in an insurance company. In this example,
a trained AI model detects anomalies
in insurance claims using a Natural
Language Processing (NLP) engine.
The RPA tool then opens a new fraud case
and updates the information in the various
case management systems. Depending
on the severity of the fraud and internal
risk policies, human intervention might
be required within the process to to review
the decision or to provide authorization.

Figure 1: End-to-end integrated automation of insurance fraud detection
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Source: Accenture, April 2020
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Why are AI and RPA targeted
by adversaries?
AI and RPA are becoming more “empowered”
and autonomous than ever before.
Their strategic role and scale are steadily
expanding—many bots are now being
permitted to interact directly with
customers, process large payments and
even provide insight and recommendations
to senior management. All of these—
together with granted access to
organizations’ core applications and
sensitive customer data—make them
attractive targets for cyber criminals:

High impact

RPA and AI are often used to make critical
decisions and perform important activities
such as payments and updating data across
systems. Cyber criminals who succeed
in manipulating the robot logic can cause
major—and potentially irreversible—
damage,including the destabilization
of core systems and operations.

Access credentials

To operate critical processes, robots are
given the sign-on access credentials
required for privileged users. These
credentials are often stored in a centralized
location, where one security breach can
lead to many user credentials being stolen.

Abundance of data

While data is key for data science projects,
allowing them to attain high accuracy and
coverage, it is also subject to significant
security risks. This is because large sets of
data are required to train complex models.

6
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Training data is often taken out of
production and stored in development
environments, where it is usually
unmasked and not anonymized, because
masking it undermines the quality of
the model training. This increases the
risk of data poisoning and leakages.

Models and system logic

Various execution logs and temporary
files created by robots can be a source
of company proprietary information and
sensitive customer data. Any unauthorized
access and distribution of such information
can expose confidential data and put
the company and its customers at risk.

ACCORDING TO THE LATEST
ACCENTURE CYBER
RESILIENCE SURVEY4

58%

of surveyed financial services (FS)
respondents report cost increases in
their cybersecurity over the last 2 years.

87%

of FS respondents spending more
than 20% of their cybersecurity budgets
on advanced technologies.

39%

of security breaches against FS respondents
are now indirect attacks—these are attacks
against weak links in the supply chain.

30%

of breaches against FS respondents had
no impact.

What makes them further appealing
for cyber criminals is the fact that it is
extremely hard to instantly detect a
successful attack directed at AI and RPA
technologies. This is due to a combination
of several factors:

Autonomy

Automated solutions are designed to
run with little supervision or none at all.
This means any malfunctions or mistakes
may not be spotted for a long time—
usually until they have a visible impact
on downstream process performance or
through internal feedback.

Complexity

Financial services companies are making
increasing use of neural networks that
have complex taxonomies formed of
millions of neurons, and which can solve
complex problems at extremely high
speed and accuracy, usually far beyond
human abilities. However, the price to
pay for this superior performance is often
poor traceability of the logic through
which the neural network has arrived
at a particular decision, a point discussed
in detail in a recent Accenture paper.5

The lack of visibility into the logic makes
it difficult to spot any errors caused by
an attack.

Self–learning

Rather than being explicitly programmed,
the rules for AI and RPA derive from
data. As a result, each step in the logic
cannot be intuitively understood, making
it hard to identify whether they are being
manipulated by an intruder.

Understanding threat
surfaces and impacts
While organizations’ cyber security
spend and awareness have been
increasing,10 our experience shows that
many still lack awareness and appropriate
procedures to cater to the specific
vulnerabilities of RPA and AI solutions—
leaving attack surfaces unprotected and
gaps for exploitation. To safeguard these
technologies, it is vital to understand
their common and individual weaknesses
and develop an appropriate strategy
for prevention, detection and resolution.

US$5tn

6

Expected annual cost of cybercrime
by 2020.

US$6tn

7

Expected cost of online crime by 2021.

5x

8

Increase in data breaches on the UK
financial services sector in 2018.

119,659

9

Average number of cyberattacks per
UK business in Q1 2019.
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Figure 2: Differences in degree of impact between AI and RPA
Data Leakage

Fraudulent Actions

Incorrect Decisions
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Stolen Credentials

System Misuse

RPA

Source: Accenture, April 2020

On average, a successful
cyberattack remains
undetected and not
contained for almost
279 days.11 With attacks on
AI and machine learning
this can potentially be
much longer.

RPA: hacking into the robots
Because RPA is a software-based technology,
malicious actors are mostly looking to
expose gaps in the following two areas:

Development studios

By breaking through the holes in
technology security, the hackers might
reprogram the robots with commands
to cause denial of service, or to loop
iteratively through a process, such as, for
example, making multiple payments to
fraudulent accounts payments.

Robot management rooms

By breaking into the command center,
attackers can fraudulently obtain robots’
credentials, and infect the process codes
with maliciously-created scripts or
disable the robots to disrupt operations
in multiple business areas.
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AI: hacking into AI
Because many AI solutions are built
on a number of out-of-the-box models
and trained on large sets of data, cyber
criminals usually look to destabilize
their behavior either through the direct
manipulation of the model or by poisoning
the data sets used to train it. Adversarial AI
is conducted in several ways, each seeking
to attack a different area of vulnerability:

Training data

This type of attack usually seeks to
“poison” the training data by manipulating
it with the aim of skewing the model’s
decisions. Usually only small amounts of
data are tampered with, which makes the
breach harder to detect. Attacks of this
type usually cause minor anomalies in the
model’s predictions, which on their own
have a relatively small impact initially—
but, multiplied over time, can result in
large financial losses and a high degree
of inefficiency.

Transfer learning and open
source libraries

Transfer learning algorithms have now been
developed which allow models to be trained
with relatively small amounts of data and
computing power using publicly available
open-source models. The use of these
common models makes transfer learning
attacks—also known as “backdooring”—
more dangerous, as an attack on one model
can simultaneously affect many others.
As many of the open source models and
code libraries are not accompanied by
the training data, and the publishers have
very limited liability for the content, usage
of unverified models within a financial
institution can raise significant risks.
Against this background, the risks and
implications of cyber breaches on RPA
and AI solutions are expanding by the day.
The implications of security breaches and
the ways in which cyberattacks can be
conducted vary between RPA and AI,
as illustrated in Table 1 on page 10.

Model

Attackers can analyze and mutate an
existing AI model through the introduction
of carefully calculated “Trojan triggers”
that modify the weights of only a small
number of neurons in hidden layers.
The result is that the overall behavior
of the model remains unchanged, but can
deviate substantially when the modified
neurons are activated through the input
of certain signals.
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Table 1: Summary of vulnerabilities of RPA and AI

IA capability

Use cases and applications

Vulnerabilities and impact

RPA

Used across different areas
of organizations to automate
high-volume and repetitive tasks.

System compromise
Stealing robots’ credentials through
malware or spoofing to gain access
to critical systems and applications.

Examples include:
• Updating information on
core systems
• Processing payments and invoices
• Sending letters and emails
• Opening and performing actions
on customer accounts

AI

AI-powered systems have been
used across different areas of
financial services in both customerand staff-facing roles.
Examples include:
• Recommending additional products
to customers, such as credit cards,
insurance policies and equities
• Assessing customer risks to
determine eligibility or additional
screening requirements
• Image and document classification
used to identify document
categories and extract various items
of information – such as key parties
from scanned legal documents, or
amounts from checks and invoices
• NLP for detection of adverse
media presence and natural
language generation for
customer communication

Source: Accenture, April 2020
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Data leakage
Breaking into robots’ logs to obtain
sensitive client or organization data.
Destabilization of critical operations
Modifying the robot’s codes by
repointing it to execute malicious
scripts.

Adversarial AI
Injection of adversarial training
instances to introduce a “new norm”
to the model, for example to forge
credit card eligibility or disable fraud
alert mechanisms.
Algorithm sensitivity
Exploiting the sensitivity of
various algorithms to certain input
characteristics. For example, image
classification algorithms have a
weakness to certain “noises” (not very
apparent to the human eye) in input
images, which can result in significant
misclassification of the numbers on
scanned text.
Explainability
Gaining possession of the model’s
explainability logs to understand its
decision logic and “trick the system”
by providing input data guaranteeing
favorable outcome (such as including
specific sentiment or language
constructs to bypass alerts).

HOW TO PROTECT
THE RPA AND
AI WORKFORCE
IS YOUR INTELLIGENT DIGITAL WORKFORCE SECURE AGAINST CYBERATTACKS?
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Information security is a key
priority and ongoing concern
for organizations across the
financial services industry—
and emerging technologies
can impose an additional strain
if appropriate governance and
tools are not put in place.

With the constant evolution in cyberattacks
aimed at these technologies, it is important to
maintain a holistic approach to security and
conduct regular reviews of existing security
processes. These security reviews should not
be performed as one-off activities, but rather
as ongoing iterative tasks fully integrated
into each part of the lifecycle. Figure 3
provides an overview of our recommended
security assurance approach. This integrates
security requirements of confidentiality,
integrity and availability, with the National
Institute of Standards and Technology12
cyber security framework core functions:
identify; protect; detect and respond; and
recover which are explained later.

Figure 3: Accenture’s recommended security assurance approach

Confidentiality
IDENTIFY
Security Governance

Training Data Security

PROTECT

RECOVER

Infrastructure Security

Algorithm and Code Security

People Security
DETECT AND RESPOND
Integrity
Source: Accenture, April 2020
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Availability

Key components of an
effective security framework
Accenture’s security assurance framework
is founded on four key control components:
identify, protect, detect and respond, and
recover which are derived from the NIST
cyber security framework’s core functions.
When assessing these components, it is
imperative to take account of the three
main pillars of information security:
confidentiality, integrity and availability.

Identify

The identify component assists in
the understanding of the organization’s
security risks to systems, people,
assets, data and capabilities.
Key attributes include:
• Managing data, personnel, devices
and facilities

• Establishing data security protection
consistent with the organization’s
risk strategy
• Protecting organizational resources
through maintenance
• Managing protective technology

Detect and Respond

The detect and respond components
define the activities required to identify
and respond to a security event in a timely
manner. These functions support security
event discovery and containment.
Key attributes include:
• Detecting anomalies and events
• Continuous monitoring and maintaining
the detection process
• Response planning and testing

• Prioritizing the organizational
mission, roles and responsibilities,
objectives, and activities

• Managing communications with
stakeholders during and after event

• Understanding policies, procedures,
processes, regulatory requirements,
legal risk, environmental and
operational requirements

The recover component encompasses
the activities to remediate the effects of
the event and restore everyday operations.
These include:

• Understanding the organization’s
priorities, constraints, and risk tolerances

• Providing timely restoration of systems
or assets affected by the incident

Protect

• Improving recovery planning and
processes

The protect component outlines the
appropriate safeguards to deliver
critical services. Key attributes include:

Recover

• Returning to business as usual

• Identity management and access control
• Security policies, and user training
and awareness

IS YOUR INTELLIGENT DIGITAL WORKFORCE SECURE AGAINST CYBERATTACKS?

13

Financial services companies are encouraged to ask
themselves the following questions in assessing the use
of RPA and AI during each of the four core functions.
Identify

Recover

• Is AI training data properly managed
and protected?

• How can you be sure that the systems
and assets affected by the event are
no longer compromised?

• Have you considered the specific
security risks raised by the introduction
of AI solutions?

• What policies and procedures have
been put in place to secure AI models?

Protect

• Do identity management and account
control systems meet the requirements
for RPA access control?
• More generally, have you changed your
security processes to reflect the higher
risk exposures posed by AI?
• What new or additional protective
technology have you implemented for AI?

Detect and Respond

• How do you monitor for anomalies
that might indicate your AI models
are being attacked or compromised?
• What procedures do you have in place
for responding to a suspected attack
once the “red flag” has been raised?
• What is your process for keeping
stakeholders and customers informed
when you’re responding to an event?

14
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• What is your process for bringing
systems back to full operation after
an attack has been addressed?

• How confident are you in your
organization’s ability to learn from
attacks, and use the lessons to
reduce these in the future??

FIVE FOCUS
AREAS FOR RISKS
AND CONTROLS
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As cyber criminals look to compromise the latest technologies,
it is important to subject security processes to regular reviews.
The following five areas represent key mitigating mechanisms
in implementing AI and RPA technology solutions.
Security Governance

Security governance plays a pivotal role in securing AI and RPA
implementations, as it defines the overarching security control
framework and provides management oversight of the organization’s
security arrangements.

Infrastructure Security

Like other business-critical systems, AI and RPA solutions rely on
the underlying IT infrastructure. A secure infrastructure environment
means that the AI and RPA system and supporting software tools
are protected from infrastructure-related risks. It is imperative that
AI servers are secured and hardened to “best practices” standards.

Training data security

The reliability of an AI and RPA system is hugely dependent on the quality
of the data used to train it. Protecting training data effectively against
poisoning attacks is vital in order to maintain the reliability of such systems.
As some training data may contain personally identifiable information
(PII), it is imperative that privacy controls are implemented that meet the
requirements of applicable regulations such as the General Data Protection
Regulation (GDPR) or California Consumer Privacy Act (CCPA).

Algorithm and code security

Algorithms can be manipulated through backdoors. Many algorithms
used today are open source, and organizations often adopt them
because of lack of available training data and computational resources,
while overlooking some security concerns.

People security

Last but not least, the people in the organization play a vital role in
keeping the data and systems secure. With cyber criminals scaling up
their operations with ever more complex and innovative models—such
as social engineering and phishing attacks using advanced technologies
including Intelligent Automation and AI—it is more important than ever
to provide people with appropriate training and build the right culture.
Figure 4 identifies security controls pertaining to the use of AI and RPA solutions.
16
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Figure 4: Security controls for AI and RPA

Manage project lifecycle

Develop policies and procedures

Manage risk

Monitor regulation and compliance

Vulnerability and
patch management

Allow List

Embed security requirements
throughout project lifecycle.

Governance

Regularly undertake risk assessments,
including security arrangements
applied by third parties.

Implement vulnerability and
patch management processes
for AI and RPA software.

Testing

Infrastructure

Perform penetration testing
for underlying infrastructure.

Use encrypted credential vaults
To be used for robots to encrypt
and store input and output data
in secured databases.

Implement data classification

Make sure that data held by AI
systems have appropriate controls
in place such as encryption for
maintaining confidentiality.

Training Data

Validate the data distribution
This is critical and outliers to be
reviewed with subject matters

Choose robust and
transparent algorithms

Algorithms
and Scripts

Where possible, select transparent
and interpretable algorithms that
provide a clear understanding
of model decisions.

All relevant regulations and
compliance requirements should
be met.

All login locations to be listed in
order to check whether a robot
is logged in from the designated
location, and not criminals using
stolen credentials.

Create an audit trail

Log all robots’ actions and create
audit trails. Add robots to Security
Information and Event Management
(SIEM) platforms.

specialists. Assess the credibility
of data sources, especially when
it is coming from open sources.

Limit access by default

Set up a dedicated process to
provision and request access rights to
the virtual workforce and grant access
only to the minimum data required.
switching,” “adversarial
perturbations” and pruning when
building and training AI models.

Products and libraries

Use methods such as “block

Run security checks on the
products and libraries used.
Enforce preferred practices and
only use approved libraries.

Define ownership

Implement behavior-based security

Use secure building methods

Assign accountability and clear
roles and responsibilities.

Perform user awareness training

People

Develop and implement a framework
of robust AI security governance.

Train end users and robot controllers
on security processes and risks.

This is a proactive approach to
managing security incidents that
involves monitoring end user devices,
networks and servers in order to
flag or block suspicious activities.

Source: Accenture, April 2020

IS YOUR INTELLIGENT DIGITAL WORKFORCE SECURE AGAINST CYBERATTACKS?

17

RECOMMENDATIONS
To allow organizations to
take full advantage of the
latest technologies such as
AI and RPA, and not introduce
additional risks into the system,
there a few final aspects that
we recommend and should
be taken into account when
defining a new business case:
Cost considerations
The latest technologies are likely to require
additional security resources to provide
appropriate support, so it is important for
the security function to have sufficient
capacity. Furthermore, the amount of
effort and risk should be considered during
the value case definition phase, including
aspects such as the criticality of the use
case, and operational and financial risks.

Design with intelligence
Rethink human-machine relationships
and design the process. Having “a
human in the loop” and a clear escalation
process, for example, to authorize large
transactions or critical decisions can be
beneficial and reduce the risk or detect
the attack much sooner. The more critical
the process and the more sensitive the
data that automation handles, the more
human intervention should be required
in the audit process, which should be
conducted on an ongoing basis.

Play “devil’s advocate”
Perform stress-testing and attack your
own automation systems to test out
their defenses. With machine learning,
it is also possible to train the model
on complex scenarios and adversarial
data to validate its robustness.

War of the robots?

If you were corrupted…

While it is quite tempting to automate the
monitoring function, and it is technically
possible to build a “supervisor” bot to
oversee the work of its “subordinates,”
this might not always be the appropriate
decision, especially when it comes to
critical processes. Be aware that monitoring
systems are at the risk of being disabled first
by an attacker. Instead it is recommended
to retest the solution periodically on a
sample of deliberately crafted test cases
and conduct regular security screening
of the bot control rooms.

While prevention of security incidents
should be the main priority, it is also
advisable to have granular system logs
of all user and bot actions. In case
of an incident, these can be used to
restore the applications and data to
the previously known “good state”
and reverse malicious changes made
to the data or system applications.
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